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Abstract. Operating a network is a daunting task. Operating one at
a global scale, with stringent service objectives and requirements to be
available during maintenance and failures, is even more so. At Google,
we operate such a network. This paper details our experience applying
formal methods to some of the networking protocols that are developed
and maintained by in-house engineers. These protocols centrally route
network traffic to respond to changes in demand, react to network fail-
ures, and allow for maintenance and upgrades.

We used formal methods to target a class of bugs stemming from
unclear specifications, unintended system interactions, and logical errors
at the specification level. We show how we modeled our protocols using
an off-the-shelf model checker and a custom harness to scale the model
horizontally. We were able to recreate several recent bugs and verify that
the fixes implemented were correct. Finally, we present a method called
state projection that we used to increase confidence in the coverage of
our models, which we added to the TLC model checker for TLA+. We
created 7 different TLA+ models and showed that they were effective at
recreating bugs and verifying our fixes to those bugs.

1 Introduction

Google operates B4, one of the largest privately operated networks in the
world [11,12], with stringent requirements for availability, bandwidth, and con-
nectivity. It is managed with internally-developed control plane protocols for
centralized traffic engineering, automatic failure recovery, and operator-initiated
changes. A global scale and rapidly changing demand in response to traffic pat-
terns or business needs stretch the network to operate in virtually every conceiv-
able edge case. Furthermore, they are frequently updated. Engineers are able to
fix bugs, add features, and rework the protocols with a release time of weeks
to months; in contrast, changes to public internet protocols require coordination
between many stakeholders, taking years and requiring backwards-compatibility.

Control-plane protocols for B4 work at the abstraction level of sites, which
are composed of control domains that contain physical network devices. Traffic
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is grouped into flows, which transit the network via tunnels that consist of a
list of sites. Traffic Engineering (TE) is a centralized system that periodically
publishes a Traffic Engineering Database (TED), which is a plan for tunneling
traffic in response to changing demand and network conditions. A TED entry
is globally unique, and its value defines a mapping for a flow to a tunnel or a
tunnel to sites. The goal of TE is to keep each domain’s TED up to date with the
centrally planned one. TED entries are added, removed, or modified on domains
via TE Ops. Finally, each domain can be OK or FailOpen, determining whether
or not it will accept TED changes. The global controller deals with failed domains
by maintaining a global status (Ready or NotReady) for each domain. The pair
of state and global status is a domain’s status.

Figure 1a shows a sample up-to-date network with two sites, A and B, each
with two domains. Figure 1b shows the corresponding global plan (TED), with
flow F; mapped to tunnel 77, defined as a tunnel from site A to B. Domain B,
is in state FailOpen, shown with its red shading. B; is also globally NotReady,
as shown by the dotted lines depicting traffic from site A to it.
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Fig. 1. A sample topology and corresponding TED. (Color figure online)

We modeled the installation of a TED on individual domains using TLA+
(Temporal Logic of Actions), a formal specification language [14,25]. TLA+ can
be used to test safety properties, e.g. “Traffic never blackholes” or liveness prop-
erties, e.g. “TE Ops are eventually successful.” A TLA+ model has constants,
variables (the program state), an initial state formula, and a transition relation.
TLA-+ specifications can be used as mathematically precise documentation and
as input to TLC [14], which is an explicit-state model checker for TLA+ models.

TLC was not able to handle our use case immediately. Including enough detail
from our protocols to reproduce simple bugs became infeasible. The tool does
not scale well horizontally because it must maintain a global set of previously
seen states. Instead, we developed a way to split the protocol into distinct phases
and horizontally parallelize our model by input (network topology and desired
TED). This allowed us to run many instances of TLC which, when combined,
explore the entire state space of the protocol. It also allowed us to perform
symmetry reduction on the network topology, saving redundant work [5]. Finally,
our production topology is too large for any model checker. Instead, we designed
abstract interpretation-based summaries of the safety-critical portions of a state
called state projections which provide a coverage criterion for exploration.
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2 Model Description

The scope of our model is TED installation: TE Op generation, dependency
computation, and installation order, as well as domain failure and recovery. We
do not model the desired TED computation [11], instead assuming an optimal
TED is given as input. We also do not model link failure and recovery, and
exclude any transient network changes.

Constants. The specifics of the network topology are constants. This includes
the sets of sites and domains, as well as the relationships between them.

Variables. In TLA+, variables are the primary drivers of exploration time, as
they define the criteria for a unique state. Our model includes these variables:

Desired TED: The current desired TED

Domain TEDs: Map from domains to their current TED

Domain Status: Map from domains to their status

CurrOps: Ops that have yet to be complete

OpDependencies: Pairs of ops indicating a partial order of dependencies

G o=

Actions. Actions define the transition relation for a model. Ours has the follow-
ing:

1. ComputeOps: Computes CurrOps (the difference between each Domain’s ini-
tial TED and the desired TED) and OpDependencies. The calculation of
the OpDependencies caused many of our targeted historical bugs. Example
dependencies include requiring tunnels to be installed on all domains before
flows that use them, or conversely removing a flow that uses a tunnel from
all domains before removing the tunnel. Dependency computation also takes
into account whether domains are FailOpen or NotReady.

2. InstallOp: The model can install any Op from CurrOps which does not depend
on an incomplete Op and for which the domain is OK (a failed domain would
result in a failed Op). We model all possible Op interleavings.

3. DomainStatusChange: Domains can fail or recover at any time. Many bugs
arose from dependencies on failed domains. When a domain fails, it imme-
diately changes its status to FailOpen. Then, it creates an Op (and updates
dependencies) to change its status to NotReady, since this must be communi-
cated from the central controller to neighboring domains. Similarly, a domain
returning to OK status creates an Op to mark it Ready.

4. ComputeTED: At the end of each round, compute a new TED to install.

Once there are no more ops, the round is complete and we non-
deterministically choose a new desired TED for the next round. Figure 2 shows
a sample of one round of the protocol on the topology and desired TED from
Fig. 1. The current TED is depicted by which lines are drawn. The initial state,
shown in Fig. 2(c), begins with the current TED being empty in A; and By, and
already matching the desired TED in As; and B, as shown by A having an
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arrow for F; while A; does not. Domains A;, A3, and By begin with status OK,
shown with the color green, while By begins as FailOpen, shown with the color
red. The dashed line from Ay to B indicates no traffic can flow on that link,
since Bj is NotReady, while the other domains are Ready. In Fig. 2(d), no change
has occurred in the network, but the ops to install 77 on A; and Bs and F; on
A; have been generated. Since F; uses T7, it depends on both tunnel install ops.
In Fig.2(e), T1 has been installed on A;, and B; returns from FailOpen to OK.
This creates a new op to mark it Ready, which depends on the tunnel install op.
Figure 2(f) is the final state of the network after ops are completed.

Completion Order
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Fig. 2. This shows a sample run of our model with one domain recovering and a total
of four ops. Part (a) shows the desired TED. Part (b) shows the order the ops are
completed, and the steps between which they finish. Parts (¢)—(f) show snapshots of
the state at different points in the model run.

Invariants. We include the following definitions to explain our invariants:

Definition 1. A tunnel t is used at domain d if there exists a domain d’', flow
f, and tunnel t such that at d', f maps to t and t includes the site where d is
located.

Definition 2. A domain d is blackholing if there exists a tunnel t that is used
at d, t is not installed at d, and d is ready. A state is blackholing if it contains
a blackholing domain.
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The simplest invariant we check is that there are no blackholing domains
(NoBlackHoles). We also wished to check the model in situations where the initial
state may already contain blackholing traffic, which can be caused by factors
external to the model. To do so, we utilized TLA+’s temporal faculties to specify
a temporal version of the above property: Once a domain is not blackholing, it
never becomes blackholing. This allows for us to start in blackholing states, but
does not allow our logic to cause black holes.

3 Modeling Experience

Our process was to choose a past bug and create a TLA+ model that was as
simple as possible while exhibiting the bug. Then, we implemented the bug’s
fix in the model and verified that the bug no longer appeared. We wished to
model our protocols at a high enough fidelity to catch bugs and reflect the
actual structure of our code. The further abstracted our models are from the
implementation, the more likely mistakes become when translating any protocol
changes into the model, causing spurious errors or missing edge cases.

We quickly ran into the scaling problem inherent to explicit-state model
checking. B4 has hundreds of domains and thousands of flows and tunnels. At
the fidelity we desired, model checking any topology with more than a few nodes
and tunnels was infeasible. In this section, we describe how we built our model
to take advantage of compute to scale short (single-round) runs out horizontally
while giving us confidence for long (multi-round) runs.

3.1 Single-Round Model

The example from Sect. 2 describes a protocol with many rounds of TE updates,
which we call the Tunnel Install (TI) Linear model. A round begins when a new
desired TED is decided and ends when all of the TE Ops have either completed or
failed. Once we added any more complexity, this became infeasible because it was
not only testing op interleavings within rounds, but also all possible interleavings
of desired TEDs. Instead, we model a single round, and then check every possible
single-round run of the model, which we call the TT model. The TI and TI Linear
models are equivalent in the states they explore, as we show in Sect. 5.

Instead of generating a new TED at the end of each round, the TT model
changes the desired TED from a variable to a constant. We also add a new
constant, which determines all the possible starting TEDs. This simulates all
possible states the multi-round model could be in when the Compute TED action
ends the round. Each TED becomes a distinct starting state so that we do not
miss states that would arise from rounds ending with incomplete ops.

To scale horizontally, we wrote a test harness in Python that enumerates
all possible desired TEDs to use as input constants. We performed symmetry
reduction on most topology elements at this stage to reduce duplicate work. For
each desired TED generated after performing symmetry reduction, we run the
model from every possible starting configuration of domain TEDs. The result is



Model Checking for Flexible Network Protocols 141

running every starting configuration to every (symmetry-reduced) ending con-
figuration, which is equivalent to the multi-round model. The key advantage of
this is that each desired TED can be run as a separate instance of TLC. This
allows us to easily parallelize them and scale model checking horizontally.

4 Projected States

It is impossible to run our model with a topology at the size of our produc-
tion network. To increase confidence that our models have enough coverage on
small topologies, we compute succinct, topology-agnostic abstractions of con-
crete states, which we call state projections. Intuitively, small topologies are “big
enough” because, in our protocols, tunnels and flows are independent of one
another and tunnel length does not matter. We are completing an exhaustive
state space exploration, so we will explore every possible state that a short tunnel
can reach, and the states of a long tunnel will be variations on that theme.
TLC uses hash fingerprints to keep track of previously seen states. We mod-
ified TLC to include another fingerprint for the state projection. Projections
should be topology-agnostic; that is, the set of possible projections should be
the same no matter the topology. Formally, a TLA+ model has a (possibly infi-
nite) concrete state space S and a finite projected state space A. The state
projection, «, has domain S and range P(A) (the set of subsets of .A). This is
most similar to classical predicate abstraction [2,6,9]. However, each concrete
state maps to a set of per-domain summaries, making projections simpler to
express. In our example model from Sect. 2, we define a projection as follows:

Definition 3. A domain projection of a domain d and tunnel t is a tuple con-
taining the following:

1. The domain’s state, either OK or FailOpen

2. The domain’s global status, either Ready or NotReady.

8. A boolean indicating whether or not t is used at domain d.
4. A boolean indicating whether or not t is installed at d.

The projection of a concrete state s is the set of domain projections for any
combination of domain and tunnel.

This projection summarizes the safety-relevant state of each domain. The
domain projection is enough to tell whether a domain is blackholing: a domain
must be ready and used by a tunnel that is not installed. It is topology-agnostic
as it does not scale with the number of domains or tunnels (there are 16 possible
projections). This projection is hand-crafted, but is relatively clear from the
system design. We verify in Sect. 6 that our models visit a state with every safe
domain projection, and use this as a proxy for the coverage of our models. This
does not provide a proof that no additional projected states can be discovered
after a plateau, called stuttering. To provide such a proof, one would need to
create an abstract program that operates over sets of projected states, or find
another way to rule out stuttering behavior, such as with resource-unbounded
analysis [13,15,16].
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Implementation. We added a new configuration keyword, PROJECTION, to the
TLC model checker that takes the name of a definition that is used to compute
the projected state set, i.e. PROJECTION proj_state_set. The argument can be
any TLA+ enumerable, meaning it can be expressed with the built-in TLA+
language features, including formulas containing state variables. The projection
is evaluated in each state and enumerated, and each element is fingerprinted in
a second fingerprint set. We compare fingerprint hashes directly across single-
round runs by normalizing the value and using a fixed hash seed.

5 Evaluation

In evaluating our approach, we asked the following questions:

1. Did our models scale enough to give us confidence we are not missing bugs?

2. Were we able to complete model checking in a reasonable amount of time?

3. Did our single-round optimization of the tunnel installation protocol explore
all the same states as the linear one?

5.1 Setup
We created the following models for testing:

1. Tunnel Install (TI) Linear: The model described in Sect. 2.

2. TI: The model described in Sect. 3.1.

3. TTI NoFail: The same as TI, but without domain failure or recovery.

4. TT Groups (TI+G): This model adds the concept of Tunnel Groups to TI.
Groups spread large flows across multiple tunnels, which may take different
paths. This was required to recreate a bug which allowed tunnels to be added
to groups before they were fully installed.

5. TI4+G NoFail: The same as TI+G, but without domain failure or recovery.

6. Domain Drain: This is the network protocol used by the control plane to
“drain” a domain, meaning moving traffic away from it. It is modeled at the
same abstraction level as the Tunnel Install models, and is the implementation
of the step in those models that changes a domain to or from “Ready”. We
used a projection that tracks a domain’s status, readiness status, and the
status of its connected external links.

7. Local Drain: This is the protocol used to drain a single network device within
a domain. It is modeled at the level of a single domain. We used a projection
that tracks a domain’s status and the status of its connected external links.

We chose 5 sample topologies that all of the models were able to finish explor-
ing, starting from the simplest possible and increasing in complexity. For exam-
ple, with the TT models, topology 1 has two nodes and one tunnel and flow, while
topology 5 has six nodes with two tunnels and two flows. They are equivalent
up to differences required for the different models (e.g. the addition of tunnel
groups). For each model, we wrote a Python test harness to determine all pos-
sible desired TEDs and initial states for a topology, up to symmetry reduction.
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We only included desired TEDs that are consistent, meaning non-blackholing.
We generate configurations in less than a second for all our examples. In order to
properly compare the TI Linear (which never enters inconsistent states) with the
single-round models, we only included non-blackholing starting states. Includ-
ing blackholing starting states had similar performance and caused our models
to reach all projected states. Each model is a correct version of the protocol
after the bug fix was implemented. These are the most time consuming as they
require TLC to run to completion; models of buggy versions discovered error
traces quickly.

We ran each example TED as a separate run of TLC in its own job using
Google’s cluster management engine Borg [24,26] with 64GB memory. Our
results are recorded in Table 1. The models are listed in column 1. In column
2, the topologies are numbered 1-5 in order of size. In column 3, we report how
many different desired TEDs we ran after symmetry reduction (the number of
tasks). In column 4, we list the total number of states generated from all runs,
which is a good measure of total effort. In column 5, we list the number of pro-
jected states encountered across all tasks. In column 6, we list the average time
runs took, while column 7 contains the time of the longest-running TED.

5.2 Results

We found that our models were able to scale past when the topology is big
enough to saturate the (safe) projected state space. The two projected states
left unexplored by all of the TT models are unsafe. For the models without
domain failure, they never explore projected states with domain statuses other
than (OK, Ready). For ones with domain failure, they explore these early and
then plateau, exploring the same projected states with much larger topologies.

We also found that with the single-round model checking approach, our mod-
els all complete in a reasonable amount of time. The largest topology with the
most complex model (TI+G with failure) takes less than an hour. Most complete
in less than a minute. This is fast enough to be run repeatedly while updating the
model. We had outlier topologies for the single-round approach (the max time
was much greater than the average) due to combinatorial explosion in the initial
state space for empty desired TEDs. We also created a linear model with groups,
but it became infeasible for all but the smallest topology, which is evidence that
our approach scales better than the linear one.

Finally, to verify that our single-round optimization does not miss states, we
ran the TT model with no initial symmetry reduction alongside the TI Linear
model. We had TLC dump the states for both and combined all of the dumped
states from the single-round runs. Then, we verified that the single-round version
explored the exact same states as the linear one by comparing the values of the
variables in each state (excluding the additional variables required to track state
across rounds). This was true for all of the TI Linear runs.
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Table 1. We present our results for each example on 5 sample topologies.
Example Topology| TEDs States|Proj.States Avg. Time(s)|MaxTime(s)
TI Linear 1 1 33 3 - 3

2 1 6847 14 - 3
3 1 388752 14 - 10
4 1 3019565 14 - 13
5 1] 1118743386 14 - 2499
TI 1 3 48 3 0 0
2 3 122603 14 1 1
3 5 2382764 14 4 6
4 8 5699172 14 5 7
5/ 51| 2607175615 14 240 2183
TT NoFail 1 3 48 3 0 0
2 3 124 3 0 1
3 5 699 3 1 1
4 8 11230 3 1 1
5 51 409669 3 2 4
TI+G 1 4 74 3 1 1
2 4 64662 14 2 2
3 7 4793197 14 4 7
4 21 40445111 14 9 20
5 105[29096754964 14 1003 3450
TI+G NoFail 1 4 74 3 1 1
2 4 408 3 1 1
3 7 1296 3 1 1
4 21 225238 3 2 2
5/ 105 3950608 3 2 5
Drain Domain 1 4 16 4 0 0
2 6 411 12 0 0
3 8 1763 12 1 1
4 18 1275 12 1 1
5 24 54156 12 1 1
Drain Local 1 1 13 4 0 0
2 3 291 4 0 0
3 12 6942 4 0 0
4 12 184332 4 1 1
5 60 184380 4 1 1
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6 Discussion

Developer Effort. We found TLA+ to have a steep but short learning curve.
Once overcome, each model took a developer about one week to create while
learning the specifics of the design. Developing and testing multiple iterations
of the single-round versions, complete with Python harnesses and test scripts
for use in Google’s Borg system took about two person-months, most of which
produced reusable scaffolding. The “Drain” models (6 and 7) were created for
future changes rather than previous bugs, and showed success with design-time
modeling, as they helped find multiple errors in early protocol proposals and
forced engineers to write their protocol change and desired properties precisely.
This saved significant effort when compared to implementing and testing the
changes in a network simulator, which may not have caught the errors. We also
experimented with liveness properties such as verifying that all ops are eventu-
ally installed under different fairness assumptions, but focused on the NoBlack-
Holes safety property for the evaluation because it is equivalent between all of
our examples. Finally, we found the single-round model useful in development
because it was easy to run quickly (with limited starting states) while changing
the protocol. It also made counterexamples easier to read than tracing a long,
multi-round run.

Computational Cost. The primary challenge was ensuring our models ran effi-
ciently. There is an inherent tension with models that are not provably connected
to the runtime system: on one hand, we wished to optimize the models for faster
runtimes and bigger topologies. On the other hand, the further the model gets
from the real system, the more “hand-waving” is required to be sure one is not
fabricating bugs, or worse, missing them. We needed a high level of abstraction
in order to get something different from a network simulator for testing, which
is already done extensively on all B4 changes.

Extensibility. We faced unique challenges in this project that depart from one-
shot academic verification projects, including the need for fast changes, a global
scale, and a long list of specific problems to target. We think two main takeaways
are useful for developers wishing to apply similar methods.

First, the “single-round” approach was successful because it gave a start and
end to a reactive system, which was possible because the single TE process
acted as a leader that defined the rounds. We believe there are many problems
in networking and other areas that have layers of abstraction where one can
perform the “outer loop” in parallel to increase compute efficiency. For example,
BGP could treat each route announcement as a “single round.” In networking
specifically, control plane protocols are a good match for model checking because
they are insulated by well-defined abstraction layers from concerns like individual
packets and physical links. It also allowed us to perform symmetry reduction at
the example level with symmetries that could not be applied at the level of a fixed
model. Since there was no single state set, the number of different configurations
could be very large and we were able to run dozens of jobs in parallel.
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Second, pen-and-paper design documents were a useful level of abstraction
for formal modeling. They are early enough in the development process to catch
bugs before incurring the cost of bringing a change to a testable state. Google
employs a wide variety of network testing schemes, but all require a change to
be designed and at least partially implemented, whereas model-checking is able
to find errors at the pseudo-code level.

Limitations. We left as out of scope errors that occur between the network
devices and domain controllers, as well as a host of other concerns such as the
mechanics of retransmitted messages, hardware malfunctions other than total
failures, and bugs in unmodeled systems. We also do not model every piece of
the protocol, instead choosing to simplify models as much as possible while still
recreating real-world bugs. A monolithic model would be infeasible for model
checking, so we hope to have a range of simplified models (about one per design
document) to allow engineers to choose the best abstraction level.

The single-round method improves performance, but still suffers from combi-
natorial explosion. Techniques for sharing the fingerprint state set across paral-
lel computations, such as those developed for DiVinE [3], could aid in reducing
repeated work. We found our approach to scale better than the distributed mode
of TLC, which also cannot check liveness properties. Furthermore, for very large
topologies, generating (and symmetry reducing) possible configurations could
also suffer, though this might be avoided with better reduction techniques [7].

Currently, temporal formulas cannot be included in state projections. While
it was not required for our models, this would be an interesting avenue for future
work and would allow for more complex projections. We would also like to close
the Abstract Interpretation loop for projected states by developing a way to
compute an abstract program from a TLA+ model. This could be especially
challenging if temporal formulas were added to projections, but would give a
verification procedure for topologies of any size.

7 Related Work

There is a wide range of network verification systems that have been devel-
oped, each with different tradeoffs of user effort to guarantee strength. On one
end of the spectrum are systems such as IronFleet, Verdi, Ivy, 14, Minesweeper,
CCAC, and TimePiece, which all focus on finding strong inductive invariants of
distributed systems [1,10,17,22,27]. Because they require significant dedicated
user effort, they are meant for widely-used systems such as public-internet pro-
tocols or consensus protocols. A similar large, one-time effort to formalize and
verify Google’s algorithms would be difficult to maintain across protocol changes.
Efforts to lower this cost such as DistAl, which attempts to automatically gener-
ate invariants, and Grove, which employs separation logic to modularize proofs,
still require protocol specifications in a proof language [23,28]. A model-checking
approach makes the most sense for our use case, as model complexity matches
the level of design documentation and changes will be similar and proportional
to implementation changes.
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Symmetry reduction has been used in many forms to tackle state space explo-
sion, for example in hardware verification [19], parameterized systems [4,8], and
symbolic model checking [7,20]. These approaches provide strong theoretical
guarantees but would require implementation in TLC. The best available tools
are TLC’s refinement checker or Apalache [21], which still require the user to
provide the entire abstract program in addition to the abstraction. State pro-
jections are a practical starting point for defining abstractions without symbolic
execution or BDD machinery.

In contrast to proof-based systems, network runtime verification systems
such as Aragog or Pivot Tracing are automated but incur a runtime cost and
only check events that they observe directly [18,29]. Google already uses runtime
verification extensively. Our approach is in the middle: it can find bugs at the
level of design documents, is easy to set up and modify as it does not touch the
production system, and does not require modeling the entirety of the network.

8 Conclusion

We presented our experience using TLA+ to model some of the control plane
protocols running on Google’s B4. We modeled various protocols at a high level
of abstraction akin to a design document. To perform model checking on them,
we present a novel technique to horizontally parallelize model checking in our
specific domain. Furthermore, we added an abstraction mechanism to TLA+ to
ensure we explored all abstract states of interest to developers. We evaluated our
techniques on various network topologies and showed that they made the model
checking problem feasible.
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